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ABSTRACT

We present the development and validation of an efficient numerical
wave tank (NWT), which solves for fully nonlinear potential flow in
three dimensions. This boundary element approach is based on a vari-
ation of the wave model of Grilli et al., which has been well validated.
The mixed Eulerian-Lagrangian time updating is based on a second-order
Taylor series expansion. In order to solve problems with complex ge-
ometries, we reformulate the model to use a 3D unstructured triangular
mesh of the boundaries, and apply the fast multipole method implemen-
tation, ExaFMM, in parallel, to make the use of large grids practical. We
demonstrate the various issues related to performance, comparing against
the existing higher-order boundary element NWT on a structured mesh,
as well as demonstrating the capabilities of this modified approach.

KEY WORDS: Fast multipole method; Numerical wave tank; Paral-
lel processing

INTRODUCTION

Potential flow theory has been widely successful at predicting the nonlin-
ear dynamics of water waves prior to the point of breaking. Most models
of water waves, however, make assumptions of small steepness or am-
plitude of the waves which may not agree with experiment for highly
nonlinear waves near structures of practical importance, such as wave
energy converters. These approximations are a result of the difficulty of
solving the governing Laplace’s equation on large grids with complex
geometries, whereas this can be done with the boundary element method
(BEM). A review of this type of numerical wave tank (NWT) has been
done by Tanizawa (2000). Unfortunately, even with optimized iterative
solvers (e.g., GMRES), the computational time to setup and solve the
system of linear equations as initially written scales with the square of
the problem size, O(N2), making it computationally inefficient for ad-
dressing some important practical problems. Combined with a timestep
that must be proportional to the grid resolution (based on a constant mesh
Courant number), BEM approaches for wave models have a CPU time
that is O(∆x5), which has practical implications for NWT development.
Ever since the first three-dimensional NWTs, most projects used at most

a few thousand degrees of freedom. For over twenty years the typical
solution to improving NWT resolution has been higher-order elements,
instead of larger numbers of low-order elements (e.g., Liu et al., 1991).

One such higher-order NWT was developed by Grilli et al. (2001),
following earlier success in two-dimensions (Grilli et al., 1989), and
has modeled many phenomena, including landslide-generated tsunami,
rogue waves, and the initiation of wave breaking. Of particular interest is
the interaction with floating bodies, following the work of Guerber et al.
(2012), who considered interactions of water waves with freely mov-
ing submerged structures in two-dimensions (2DV) using the Newmark
scheme for time integration of body motion and the implicit method of
van Daalen for the boundary conditions on the body. Two limitations
exist to this approach: the types of mesh that can be used, and the com-
putational time required for a large grid. On a structured grid, with no
surface-piercing bodies, the cubic mid-interval interpolation (MII) ele-
ment approach of Grilli et al. (2001) is quite accurate for solving prob-
lems in a wave tank. Although the NWT has been further developed by
Sung and Grilli (2005b) to consider a Wigley hull, for the study of ship
waves, this approach does not appear to generalize well to other problem
geometries.

In the last decade or two, the solution to the Laplace equation has
seen many developments, one of the more promising involves the use of
the fast multipole method (FMM), pioneered by Greengard and Rokhlin
(1987). Many varieties exist; see Yokota (2013) for a recent review. The
application of FMM to numerical wave tanks, while established, has not
been as successful as in other fields. When millions of unknowns are
needed, and it only needs to be solved a small number of times, there is
no question of the versatility and efficiency of the FMM, but for a NWT,
a more moderate number of unknowns is used, and it must be solved for
every timestep. In addition, for each timestep, a linear system of equa-
tions must be solved. The FMM can be used to replace a single matrix-
vector product, making iterative solvers convenient, but this means that
the FMM must be called numerous times at each timestep in order to ob-
tain convergence. Also, for some of the more impressive results for FMM
applied to the boundary element method, very small numbers of integra-
tion points have been used, even as few as one (Yokota et al., 2011), but
in a NWT, it may be necessary to use many integration points on each
element to achieve sufficient accuracy. These drawbacks have meant that
even now the FMM is not used universally in NWT development. In fact,
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many are beginning to consider alternative methods entirely (e.g., Shao
and Faltinsen, 2013) for solving for nonlinear potential flow problem.
Some of these techniques have shown promise in being orders of magni-
tude faster than FMM (Ho and Greengard, 2012), and should be followed
for future developments, but presently these approaches are optimized for
solving systems with multiple unknowns on a single geometry. With a
moderate number of elements (e.g., 103 to 105), but with many integra-
tion points per element (e.g., 10 to 100), and a changing geometry at
every timestep, we face a less common challenge.

The FMM has been applied before to the NWT of Grilli et al. (2001).
Fochesato et al. (2005) used the library PMTA (Board et al., 1995), and
was able to show improved performance when more than about 1400 el-
ements are used. The modifications to adapt the PMTA code, however,
made it difficult to later move to a newer version, such as the parallel im-
plementation, DPMTA, and advances in computer technology in recent
years has required that high performance computing make use of paral-
lel codes whenever possible. The FMM version of the NWT was later
parallelized by Nimmala et al. (2013), running multiple threads for some
of the function calls, but the performance is rather poor, with a speed-up
of only 2.5 times on an 8-core computer. Although this is an improve-
ment, it is not sufficient to begin considering more complex problems.
The DPMTA library is one option, and one of the first FMM implemen-
tations to provide automatic load balancing for a parallel FMM, but more
recent efforts in FMM development, such as by Cruz et al. (2010), have
shown the limitations in their approach. One of the fastest implementa-
tions of the FMM available today is ExaFMM (Yokota and Barba, 2012;
Yokota, 2013). Here we investigate what may be possible with the latest
version of this library, ExaFMM-dev, using it in the classical sense of
accelerating the matrix-vector multiplications of an iterative solver.

To expand the applicability to real-world cases, a variation of the ear-
lier NWT has been developed, which makes use of a 3D unstructured
grid. While it presently uses only linear elements, which is less ac-
curate than higher-order methods for the same spatial resolution, it is
useful to limit our attention here to a low-order model for applying the
FMM, and earlier results (Letournel et al., 2014) have already shown the
ability to reproduce the nonlinear forces on a heaving submerged body.
Below we report on comparisons between the model with unstructured
mesh and with FMM against the existing validated NWT, for some sim-
ple test cases of solitary wave propagation, and a demonstration of a
simple wave-structure interaction problem that can more easily be done
with the modified NWT on an unstructured grid. While the errors are
expected to be significantly higher for this low-order boundary element
method, by using numerical integration, the principles remain identical
for higher-order elements which can be developed later.

METHODS

Governing equations

In an incompressible fluid domain, D, if we assume inviscid and irrota-
tional flow, then we can posit a velocity potential, φ , such that it satisfies
the Laplace equation, and its gradient is the fluid velocity, u:

∇
2
φ = 0 (1)

u = ∇φ (2)

at each timestep for all points in the domain. We also note that:

Dφ

Dt
=−gz+

1
2

∇φ ·∇φ + p (3)

with pressure p which we take to be 0 on the free-surface. We can then
use the mixed Eulerian-Lagrangian (MEL) method of Longuet-Higgins

and Cokelet (1976), solving the Laplace equation in an Eulerian coordi-
nate system, and then advecting the boundary mesh nodes.

For a body with prescribed motion, given the motion of the center of
mass, xbody, and the angular velocity, ω , we then obtain at a point x of
the body surface:

∂φ

∂n
(x) =

(
Dxbody

Dt
+ω× (x−xbody)

)
·n (4)

For a fixed body, this becomes:

∂φ

∂n
(x) = 0 (5)

Time integration

Following the developments of Grilli et al. (2001), in the tradition of Dold
and Peregrine (1984), we use a Taylor’s series to advance the free-surface
variables in time, first solving:

∇
2
φ = 0

Dx
Dt

= u = ∇φ

Dφ

Dt
=−gz+

1
2

∇φ ·∇φ − p
ρ

and then, using the same discretization for the Laplace equation,

∇
2
φt = 0

D2x
Dt2 = ∇φt +∇(

1
2

∇φ ·∇φ)

D2φ

Dt2 =−gw+u · Du
Dt
− 1

ρ

Dp
Dt

which are combined to obtain:

x(t +∆t) = x(t)+∆t
Dx
Dt

(t)+
(∆t)2

2
D2x
Dt2 (t)

φ(t +∆t) = φ(t)+∆t
Dφ

Dt
(t)+

(∆t)2

2
D2φ

Dt2 (t)

This has the advantage of making use of φt , which may be needed for
computing the forces on a body anyway.

Note that this requires us to compute tangential derivatives along the
free-surface. We apply a technique similar to Bai and Eatock Taylor
(2006), whereby the boundary conditions are computed on each bound-
ary element, and then to evaluate on a point, a weighted average is taken
of the elements neighboring the node. This is effectively equivalent to
a low-order centered-difference scheme, extended to unstructured grids.
For the second-order derivatives, the same approach, using linear inter-
polation of the velocity components on an element, is used. The effects
of this method of computing derivatives on the accuracy of the time-
integration scheme must be studied more.

Laplace equation solver

We can rewrite Eq. 1 with Green’s third identity as:

α(xl)φ(xl) =
∫ [

∂φ

∂n
(x)G(x,xl)−φ(x)

∂G
∂n

(x,xl)

]
dΓ (6)

where G is the Green’s function and α is the solid angle at a point by
the boundary elements (e.g., for a smooth boundary α would be 2π). In
three dimensions, for a distance r = x−xl , we have:

G(x,xl) =
1

4π|r|
(7)

∂G
∂n

(x,xl) =−
1

4π

r ·n
|r|3

(8)
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Fig. 1: Example octree distribution of nodes (left) and cubature points
(right), both close-up (top) and zoomed-out (bottom) for a solitary wave
propagation test.

In the collocation method, the BIE, Eq. 6, is written for a series of points,
xi, over the surface of the domain which composes a computational grid
of elements, Γ j. We further choose to work with traditional first-order
finite elements, such that each element is a flat triangle, with linear varia-
tion of the field variables. Although there are many formulations of ana-
lytic integrals, such as Fata (2009) or Salvadori (2010), in order to allow
for simple extension to higher-order elements or the existing formulation
of the NWT (Grilli et al., 2001), we compute the integrals numerically.
For regular integrals, we make use of the Dunavant (1985) cubature rules,
but with analytically computed singular integrals, as described in Letour-
nel et al. (2014).

While FMM replaces the matrix-vector multiplication, this does not
solve the resulting system of equations. For this, the traditional solu-
tion is the GMRES algorithm (Saad and Schultz, 1986), as it solves non-
symmetric linear system of equations, and only requires matrix-vector
multiplications. Hence, it does not need direct access to the system ma-
trix, ideal for the present case. Some additional complications are neces-
sary to compute GMRES in parallel efficiently. For this, we make use of
the AztecOO library, part of the Trilinos project (Heroux et al., 2005).

ExaFMM modifications

ExaFMM (Yokota and Barba, 2012) is an N-body code, which, for the
Laplace equation, solves for the potential and acceleration for many in-
teracting particles, and where the source and target particles may or may
not be the same:

Φi =
N

∑
j=1

sis j

||xi−xj||
(9)

ai =
N

∑
j=1

−sis j(xi−xj)

||xi−xj||3
(10)

which has been shown to be one of the fastest open source fast multipole
codes at present, having been tested with billions of unknowns (Yokota
et al., 2011). The FMM is based on a hierarchy of expansions of the po-
tential (e.g., an octree, Fig. 1), either “multipole” or “local” expansions.
As we are solving for the same type of kernel (the Laplace equation),
the expressions from the classic FMM are valid for the BEM as well, as
are the translations from multipole-to-multipole, multipole-to-local, and
local-to-local expressions. The only changes are the formulas for obtain-
ing the direct (P2P) interaction and the multipole expansion (P2M).

The P2P interaction is straightforward to modify, as Eq. 9 is analo-
gous to what we need to compute for the first term in the rhs of Eq. 6,
which represents the single-layer potential. The remaining term would

be included if we make one change. If we assume some quadrature rule
(which we will correct slightly, below), we have:

∫
f (x)dΓ≈

N

∑
i=1

wi f (xi) (11)

then we would like to compute:

αiφi ≈
N

∑
j=1

(
∂φ

∂n j

1
||xi−xj||

−φ j
(xi−xj)

||xi−xj||3

)
(12)

This modification can be made with the existing data structures, so that
only the kernel function (e.g., for computing direct interactions between
sets of particles) needs to be modified. We can additionally use a modi-
fied Eq. 10 to later compute internal velocities of the fluid.

For the boundary integrals where the nodes being considered are along
the edges of the boundary element, Eq. 11 does not converge adequately,
as the integrals are singular. In this case, we can add the contribution of
the analytic integrals developed in Letournel et al. (2014), and then sub-
tract the contributions from the inaccurate numerical integration. While
we could add to the P2P kernel appropriate if/then statements, as this
routine is called many times during the FMM, any added conditional
statements would slow down the resulting code.

For the multipole expansion, although the original FMM was devel-
oped expressing the multipole expansion in terms of spherical harmon-
ics, in three dimensions the FMM computational time is typically dom-
inated by the M2L (multipole-to-local) translation of the coefficients of
an expansion at different points. Since the original FMM was devel-
oped, many possibilities have been used, such as planewave expansions,
Cartesian Taylor, or Chebyshev polynomials. Here we use a Cartesian
Taylor series, which Yokota and Barba (2012) showed can be faster than
other approaches for low-order (less than 10) expansions (whereas other
approaches have better asymptotic behavior). We note that Fochesato
and Dias (2006) used an 8th-order multipole expansion for the NWT al-
ready. The resulting multipole expansion is straightforward to adjust, as
we just need to compute the derivative of a Taylor series. As well, with
a Taylor series, we do not have the numerical singularies encountered
by Fochesato and Dias (2006) that are seen in the expressions for the
derivatives of spherical harmonics.

For solving the system matrix, in all cases we consider diagonal pre-
conditioning. The time savings are not significant in the classic BEM,
as the matrix assembly time is the most significant component, and for
FMM-based approaches, we do not necessarily have access to many co-
efficients other than those on the diagonal.

We see that there are several approaches that could be taken with the
application of the FMM (Table 1):

Direct BEM On one extreme, we could compute all interaction coeffi-
cients without the FMM, utilizing the direct O(N2) sum. This is equiva-
lent to the classic BEM.

Direct FMM Next, at the other extreme, we could consider the case
where no interaction coefficients are stored, and all matrix-vector prod-
ucts are replaced by calls to the FMM library, computing the influence of
many integration points on the collocation nodes.

One variation of this, not considered here, is that the ExaFMM library
itself is configured to run on GPUs as well, even multi-GPU computers,
which makes it possible to take advantage of the significant, and often
unused, computational capabilities in many workstations. Because in this
approach nothing is modified other than the P2P and P2M operations, it
may be easy to adjust this GPU code for this purpose in a future work.
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BEM-FMM approach Finally, we consider a typical approach where
the local interaction coefficients are saved, so that distant computations
are computed with FMM, but, similar to how a system matrix is con-
structed in the classic BEM, the local interactions do not have to be re-
computed at each GMRES iteration. This results in a longer problem
setup, but faster subsequent iterations.

Table 1: Summary of the three methods considered here for the applica-
tion of the FMM.

Method Direct BEM BEM-FMM Direct FMM

Computations Direct FMM FMM
Local coeff. Stored Stored Not-stored
Expected scaling O(N2) O(N1.3) O(N1.3)

RESULTS

We consider four test cases showing the potential and limitations of this
unstructured grid NWT with FMM. Unless indicated otherwise, all cal-
culations are done on a dual-CPU computer, each a quad-core 2.40 GHz
Intel Xeon E5620, for a total of 8 physical cores.

Fast multipole method

There are many model parameters that can be adjusted which could have
a significant effect on the computational time or accuracy of the solution,
even after selecting a multipole expansion, a grid, and a given number
of integration points – this includes the error tolerance for GMRES, the
order of the multipole expansion, the multipole acceptance criteria (de-
scribed below), the maximum number of points in a cell of the octree
distribution, and more. We first establish the behavior of the FMM im-
plementation, to understand what parameters may be reasonable to select.
It is important to note that this is a test of ExaFMM-dev itself, without
the modifications to any subroutines, such as from Eq. 12 (which will be
discussed in the next section).

Many FMM test cases are developed for points randomly distributed in
space, such as those used to benchmark performance by Yokota (2013),
but as all of the points for solving the boundary integral equation will be
on the surface of the domain, and the performance of the FMM depends
on the distribution of particles in space, we consider points randomly
distributed over the surface of a sphere. Instead of studying the L2-norm
of numerical errors, we make adjustments to consider only the maximum
error for the potential at a point. Finally, while most FMM test cases are
for identical source and target particles, here we consider different sets,
and with more source points as target points, similiar to how we want
to consider the effect of many integration points on a set of collocation
nodes.

Parameter choice. We can begin by considering different orders of the
multipole expansion, and for different acceptable errors, and see what
multipole acceptance criterion, θ , is required (Table 2). Essentially, this
parameter controls how far away a cell must be for the multipole expan-
sion to be considered a valid approximation to the direct calculation. A
more detailed discussion of this value is given by Yokota (2013).

In general, for a fixed order of multipole expansion, one obtains higher
accuracy, but longer computational time, for smaller values of θ , as more
distant computations are computed directly instead of evaluating the mul-
tipole expansion. Alternatively, for a fixed θ , a higher order of multipole
expansion results in a more accurate, but longer computation. For a given
accuracy, then, there is an optimum θ , depending on the relative compu-
tational time of the various aspects of the FMM.

By selecting a typical number of target particles, 10,000, and 1 million
source particles, we see that a multipole expansion of order 8 is reason-
able, with increasing order of multipole expansion required for higher
accuracy, as expected. In fact, this is the same order of expansion used
by Fochesato and Dias (2006), previously.

Scaling of problem size. Next, if we consider varying the number of
source and target points, we can verify that the FMM scales with O(N),
as expected. While this is known for one setup from Fochesato and Dias
(2006), for example, and the asymptotic behavior of the classic BEM
or FMM are well known, differences in implementation can change the
relative performance of a code for a given problem size.

Considering problems with numbers of target points between 103 and
105 (Fig. 2), we see that as expected, direct calculations scale as O(N2),
and FMM calculations scale as O(N). Further, while more calculations
are required to converge on a boundary element solution than shown here,
the time is indicative of that needed to solve a realistic problem. For 103

elements, for example, we would see no advantage in making use of the
FMM – and in fact, if we considered the additional error introduced to
the model, it would be detrimental. On the contrary, if we consider 105

elements, then clearly there is some order of magnitude in time-savings
to the FMM.

Parallelization. The standard case shown here is for 10,000 target
points, and 1 million source points, with p= 8 and θ = 0.24. In this case,
we are making use of Intel Threaded Building Blocks, for distributing the
problem over the 8 cores of the dual-CPU system. If we disable this, in-
stead of taking 1.9s of computational time, it takes 9.6s, or a speedup of
5x for 8 physical cores.

More advanced parallelization is available with an earlier version of
ExaFMM, using recursive subdividing of the domains, and Yokota and
Barba (2012) were able to obtain good performance over thousands of
processors. The newer ExaFMM-dev, however, does not scale as well
with large numbers of processors presently, but it does make use of the
optimized Cartesian Taylor series expansions, which have been shown to
be an order of magnitude faster. This, combined with the speedup that
is already superior to Nimmala et al. (2013) (seeing 2.5x for 8 physical
cores), we limit our scope here to small numbers of processors.

The advantages of both ExaFMM and ExaFMM-dev, with Cartesian
Taylor series expansion and optimal partitioning for parallel processing,
could be combined in a future work.

Internal points. One aspect of the BEM is that it is possible to explicitly
compute the velocity at internal points of the domain, which may be
needed for comparison to wave gauge data, or to couple the solution

Table 2: CPU time and error for different expansion order, p, and multi-
pole acceptance criterion, θ , for given L∞-norms of the potential. In all
cases, there are 10,000 target points, with 1 million source points, ran-
domly distributed around a sphere. The direct calculation took 33s. For
each error tolerance, there is an optimum of multipole expansion order.

Error p = 4 p = 6 p = 8 p = 10

10−1 θ = 0.61 θ = 0.70 θ = 0.70 θ = 0.74
tCPU = 0.53s tCPU = 0.64s tCPU = 0.86s tCPU = 1.2s

10−2 θ = 0.20 θ = 0.35 θ = 0.43 θ = 0.49
tCPU = 1.2s tCPU = 0.83s tCPU = 1.1s tCPU = 1.6s

10−3 θ = 0.05 θ = 0.14 θ = 0.24 θ = 0.31
tCPU = 10s tCPU = 2.4s tCPU = 1.9s tCPU = 2.6s

10−4 θ = 0.01 θ = 0.06 θ = 0.13 θ = 0.40
tCPU = 34s tCPU = 12s tCPU = 5.2s tCPU = 4.7s
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Fig. 2: Comparison of CPU time for computing the velocity potential
at N points, given either 10N (squares) or 100N (circles) source points,
and computed either directly (filled) or with FMM (hollow). All FMM
calculations are with p = 8, and θ = 0.24. This roughly corresponds to
the computational time for a single matrix-vector product with varying
numbers of collocation points, using either a small or large number of
integration points.

Fig. 3: Example boundary values for φ (left) and φn (right) for a mixed
boundary condition problem with the analytic solution, φ = x.

of the NWT to other models. Previous attempts at this, such as Harris
and Grilli (2012), have resorted to obtaining the solution at a few points,
and then, assuming that the solution is smooth, interpolating over a finer
domain. This is a direct result of the computational speed of using the
BEM to compute the solution at internal points. The use of the FMM,
however, should speed this up substantially.

If we take the same setup as above, with 1 million source points (cor-
responding to integration points) around the surface of a sphere (with
p = 8 and θ = 0.24), we can estimate here the computational time for
determining the velocity at internal points. If we evaluate the poten-
tial and velocity at points randomly distributed within the sphere, in a
Plummer distribution (a classic N-body setup), and vary the number of
target points considered, we see logarithmic variation of CPU time with
problem size, as a result of the octree distribution, from 103 points in 5
seconds, to 104 in 10 seconds, 105 points in 15 seconds, to 106 points in
19 seconds.

0 5 10 15 20

10−8

10−6

10−4

10−2

Dunavant (1985) rule

|φ
n|

m
ax

Fig. 4: Convergence with varying Dunavant quadrature rule for a mixed
boundary condition problem with the analytic solution, φ = x. Error is
limited around 10−8 because of the tolerance of the GMRES solver, here
set to 10−10.

Boundary element method

Next, we need to consider the computational time of FMM combined
with BEM on a simple test case. Similar to Grilli and Svendsen (1990),
we consider a simple box, with mixed Dirichlet-Neumann boundary con-
ditions, and an analytic expression for the velocity potential:

φ(x,y,z) = x (13)

Therefore, we can impose on one side, corresponding to the free-surface,
that φ = x, and on the other five sides of the box, either φn of either 0, 1,
or -1 (Fig. 3).

One of the first things to consider is simply the error (for example, the
magnitude of the computed φn on the free-surface, which theoretically
should be zero) and computational speed for this BEM, with varying grid
size, with an unstructured mesh of linear triangular elements. For all of
the cases with the unstructured mesh, the mesh generation is done with
Gmsh, a gridding tool described by Geuzaine and Remacle (2009). If
we start by considering the direct BEM, we see how the error decreases
with increasing order of integration (Fig. 4). As singular integrals are
computed analytically, this is mostly a test of the numerical integration
procedure. The lower limit, when the error does not improve with more
integration points, is not a limitation of the rounding error, but rather is
an effect of the finite error tolerance of the linear solver, GMRES, which
in this case was set to 10−10.

Finally, we consider the effect of using FMM, either directly or in
conjunction with storing local coefficients (Fig. 5). For this, we use a
1.80GHz, Intel i5-3427U processor, and turn off all threading options,
so only one physical core is used. This will be somewhat slower than
earlier runs, but will ensure consistency between the different setups,
using the same compilers and same compiler options. With this, we see
that actually in this case storing coefficients takes about twice the time
as without any storage at all, as while there is an order of magnitude of
savings between the initial setup and subsequent GMRES iterations, but
because the octree does not have as many levels, the overall method is
less efficient. For example, for 13318 boundary nodes, the initial setup
takes 58s, whereas each following iteration takes about 2.8s.

Overall, the performance is not dramatically different for 103-104

nodes, no matter what technique is applied. For 104-105 nodes, some
differences are seen, and the advantages of FMM become apparent, al-
though the BEM algorithm without FMM is still simpler, more accurate,
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Fig. 5: Comparison of CPU time for all three methods (BEM – filled
circle; BEM-FMM – square; direct FMM – circle) for a mixed Dirichlet-
Neumann problem on a cube for different discretizations, with various
trendlines. In each case a Dunavant rule of 5, or 7 integration points per
element, are used, with a GMRES tolerance of 10−6.

and easier to parallelize. Beyond 105 nodes, classic BEM begins to be
quite impractical.

Compared to earlier works of Fochesato and Dias (2006) or Sung and
Grilli (2005a), this appears to be substantially faster, although this can
be attributed in part to improvements in processor performance, and the
differences in the problem setup. Further, even though the solution may
be faster, using linear triangular elements is far less accurate than higher-
order elements.

While we do not compare directly with earlier codes here, we can
make an approximate comparison from the results of Nimmala et al.
(2013) which is recent enough that hardware performance has not
changed much, unlike earlier publications. We see that they obtained
a solution to a problem with approximately 105 unknowns on a single
processor in 104 seconds for 5 time-steps (or 10 solutions to the BIE).
This is approximately twice as fast as here, but note that using a 3 GHz
Intel Xeon, which should be faster than the 1.8 GHz Intel i5 processor
used here. Further, as mentioned above, we get approximately 5x the
performance on an 8-core system, and the ExaFMM library is known to
scale well to many more processors, as opposed to the result of Nim-
mala et al. (2013) of only 2.5x the performance of a single processor, no
matter how many processors are used. A proper comparison between the
code of Fochesato and Dias (2006) and the present implementation will
be presented at the conference.

Solitary wave propagation

In order to test the accuracy of the time-stepping procedure, we can then
compare directly with the case of solitary wave propagation (Fig. 6) con-
sidered by Grilli et al. (2001). In particular, we consider a NWT that has
a length 15 times the water depth, h0, and a width of twice the depth. The
solitary wave profile and initial potential on the free-surface are obtained
from the well-known approach of Tanaka (1986). A highly nonlinear
wave of height 0.5 times the depth is specified, with the crest located at
x′ = 5.5, propagating until t ′ = 4 (prime variables are non-dimensional,
where lengths are scaled by the depth h0 and time by

√
h0/g), with a

characteristic grid spacing of ∆x′= 0.25, and CFL number of 0.3 (Fig. 7).
At each timestep, one can check the global conservation of mass and

energy. This is more clear in the case of a solitary wave propagation,

Fig. 6: Initial (top) and final (bottom) mesh for solitary wave propagation
problem for a structured grid with MII elements. Note that remeshing is
not used here, so the final grid is stretched.

where the mass and energy remain constant and there is no input to the
NWT. In such a case we can consider an volume error εm =

∣∣∣m(t)−m0
m0

∣∣∣,
where we compute the volume of the tank as:

m(t) =
∫

Γ

z(ez ·n)dΓ (14)

In order to be more accurate, as Grilli et al., we use the volume of the
solitary wave in the computation of the relative error, such that we take
the integral of the mass and potential energy of only the free-surface.
This is a more strict condition than computing relative to the entire wave
tank, but reasonable, as otherwise the numbers could be skewed by a
large NWT where much of the water is not moving.

One sees that the accuracy of the results (Table 3) is several orders
of magnitude worse than Grilli et al., who reported results of approxi-
mately 10−4, but that is expected from using a lower-order method. The
problem with using low-order elements, however, is that even for the
finest unstructured grid considered here, with ∆x = 0.25, or 2270 collo-
cation nodes, the error is notably higher than the coarsest MII grid, with
∆x = 0.50 and only 670 collocation nodes. While for practical applica-
tions a fast computational time is needed for large grids, as high accuracy
is also needed, this highlights the need to use higher-order unstructured
grids (e.g., second-order triangular elements) for future work.

Table 3: Summary of the maximum relative error on wave volume, for a
solitary wave propagation, up to t ′ = 4.0, with CFL number of 0.3.

Element ∆x = 0.25 ∆x = 0.33 ∆x = 0.50

MII (struct.) 1.00×10−4 9.53×10−5 2.04×10−4

Linear triangles 3.38×10−2 3.24×10−2 2.90×10−2
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Fig. 7: Initial (top) and final (bottom) mesh for solitary wave propagation
problem for an unstructured grid. Note that remeshing is not used here,
so the final grid is stretched.

Wave propagation surrounding a surface-piercing body

As a simple final example, we consider a vertical, surface-piercing, trun-
cated cylinder (Fig. 8). Such a setup would not be simple to implement
using a structured grid, whereas with an unstructured grid, more compli-
cated meshes can easily be considered. The cylinder itself has a radius
of R = 0.5m, and a draft of 0.5R. For this case, we consider a grid with
2030 collocation nodes, with a domain width of 9m, length of 9m, and
depth of 1.5R = 0.75m. The wavenumber k is chosen such that kR = 1.6,
which represents a wavelength of λ ≈ 1.96m and a period of T ≈ 1.13s.
No absorbing boundary conditions or beaches are used in these simula-
tions. A constant time-step ∆t = 0.03s is used. 1978 linear triangular
elements are used to mesh the free surface while 182 triangles are used
on the surface of the truncated cylinder. The space step is in this case of
the order of ∆x ≈ 0.3m, representing a ratio ∆x/λ ≈ 6, which is a rela-
tively coarse resolution. The body is put sinusoidally in heave or sway
motion at the frequency ω = 5.56s−1. The amplitude used for the heave
motion is 0.25R and for the sway motion 0.10R. No remeshing is applied
at the moment, which leads to an important deformation of the triangles
in the direct vicinity of the structure.

No remeshing of the free surface is yet employed. However, the nodes
of the wet body surface are reinitialized at each time step based on the
current position of the waterline. We note that the mesh of the vertical
cylinder is initially obtained by using a structured quadrangular mesh in
which each quadrangles is divided into two triangles. In this manner,
each node of the body is located on a vertical line intersecting the water-
line. At each time step the free surface node of the waterline is moved
according to second order Taylor expansion. Due to numerical error, this
node is not belonging to the discretized body surface, we thus take the
orthogonal projection of this point onto the body surface which defines a
node of the new waterline. We then redistribute the inner nodes on each
vertical line intersecting the waterline. This redistribution is vertically
uniform.

Fig. 8: Setup of a domain for waves produced from prescribed heave
(top) and sway (bottom) motion of a vertical surface-piercing cylinder, at
time t = 3.45T , with T the motion period.

We plan to implement a remeshing technique in order to keep the accu-
racy of the BEM solution and to deal with large motion of the structure.
These results are preliminary and more details on the convergence of the
solution and of the force will be given at the time of the conference.

SUMMARY

We have shown here a number of tests for FMM applied to a boundary
element approach for modeling highly nonlinear water wave propagation,
including a numerical study of the resulting computational performance.
The NWT of Grilli et al. (2001), as expected, provides an accuracy that
is far better by some orders of magnitude, however it does not presently
scale well to large computational grids. Modification of the unstructured
grid code, to use higher-order elements (or modification of the structured
grid code, to use an efficient FMM approach) will be necessary to tackle
the next generation of NWT problems.

We see clearly that the fast multipole method is a valuable tool for
the acceleration of the Laplace solver, however it can be quite difficult
to implement in an effective manner. Optimal performance for the types
of problems seen in a NWT requires an efficient FMM implementation,
may require the storage of the local coefficients, an efficient iterative
solver, and in recent years, an efficient method of parallelization for each
of these. For problems of moderate size, a suggested alternative would be
to only make use of parallelization. For larger problems, with around 105

collocation nodes, we see that it is perhaps fastest to not store any local
coefficients, but simply to apply FMM directly at each GMRES iteration.
Diagonal preconditioning here is used, but as the number of iterations is
here directly proportional to the CPU time of the final solution, a study
of different preconditioners may further improve performance.

This direct FMM approach also could be added with a minimal amount
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of changes to an existing code. In future work, this will be attempted
with the NWT of Grilli et al. (2001). Additional results, showing more
complex wave-body interaction, will be presented at the conference.
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